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Abstract
While a camera provides high resolution multi-spectral intensity data, this data is in the form of a 
perspective projection of the scene and as a result the distance to the source of each pixel intensity is 
ambiguous. In contrast, a planar LiDAR offers a spatially low-resolution view of the environment, while 
explicitly providing a distance value to each returned grayscale pixel (typically IR). The fusion of these two 
complementary sensor modalities provides a method to assign multi-spectral data to 3D points in the 
environment, while conversely providing scale information about a subset of pixels in the image data. We 
describe a method to automatically and accurately calibrate the relative pose (extrinsics) between the 
LiDAR coordinate frame and the camera image plane using a 3-dimensional calibration target with 
retroreflective edge markings. We employ this extrinsic calibration algorithm on the LiDAR/camera pair 
shown in figure 1 and then visualize the colorized point clouds to verify the calibration accuracy.

Calibration Target and Features

Figure 2 shows how the calibration target appears in the image 
space and the lidar space. The use of active lighting and 
retroreflective markings enables reliable extraction of line 
features using the K-Means clustering of lines detected using a 
Hough transform. The point features in the lidar space were, 
however, manually labelled, though the use of retroreflective 
tape makes identifying edge points simpler.

Line features                 : extracted from image data
Point features                   : extracted from LiDAR data
Point features                   : projected from LiDAR onto image

Figure 6 - Image keyframes used to colorize point clouds(top). LiDAR data projected into 
image frame(middle left). Colorized point clouds of rows of sorghum (bottom)
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Figure 3 - Calibration target with labeled features used to 
calibrate the extrinsics between camera and LiDAR
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Robust Optimization

The initial relative pose between the camera frame and the LiDAR frame 
were taken from a CAD model of the hardware. We used the 
Levenberg-Marquardt algorithm to solve for a non-linear least squares 
solution to the 6 degrees of freedom describing the rotation and 
translation between the two sensors. 

To discount the effect of outliers, a Huber penalty function[1] was 
applied to the point-to-line distance computed in the image space. 

Figure 4 - Reprojected laser points in image prior to calibration(left), and 
after calibration(right).

Figure 2 - Image taken of calibration target in a dark room 
with a light ring, with detected lines in image (top). 

Laser scan data containing calibration target; laser 
returns striking the retro-reflective tape are indicated 

by the large pixels (bottom)

Results

The calibration accuracy can be qualitatively visualized by projecting the LiDAR point features using 
calibration parameters before and after running the optimization.  An example of this is shown in figure 4.  A 
more quantitative estimate of the accuracy can be seen in figure 5 that plots the RMS error variation against 
the number of image/scan pairs used for calibration. When using 100 such image/scan pairs, the RMS error 
converges to a value of 8.95 pixels.

Once the extrinsic parameters between the LiDAR and the camera have been estimated as described 
above, we can then reliably colorize data collected by the Robotanist. The dataset we used to verify our 
estimated parameters was obtained during July 2016 in a sorghum breeding plot in Clemson, South 
Carolina, and contained odometry obtained using wheel encoders as well as camera and LiDAR data. This 
dataset was then used to reconstruct the data seen in figure 6. The points obtained from the LiDAR were 
then projected into the image frame, colorized using the corresponding nearest pixel value in image space, 
and then projected to the base frame of the robot. Each laser scan is then projected into the world frame 
using the most recent odometry data. 

As can be seen in figure 6, the accuracy of the extrinsic calibration we performed allowed us to colorize 
point clouds to a subjectively acceptable accuracy. With these 3D points colorized, we can envision this 
data being used to more reliably semantically classify each laser scan return, which could in turn be used to 
inform a localization and navigation algorithm.

Figure 5 - Variation of mean square error with
number of image scan/pairs used for 

calibration

Figure 1 - Image of the Robotanist, a mobile robotic platform designed to deploy 
phenotyping sensors through a typical sorghum breeding plot autonomously 


